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Motivation

1. Quantum computers are threat to current public-key cryptography
• Post-Quantum Cryptography (PQC) algorithms suggested

• Digital signatures and key encapsulation schemes
• Digital signature candidates:

• NIST competition round 2 (March 2025)
• NIST competition round 3 (May 2026)

2. New PQC implementations need to be evaluated against physical 
attacks (side-channel attacks & fault injection attacks)
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Digital Signature & Key Recovery Idea

3 Phases:
1. Key Generation
2. Signature Generation
3. Verification

Goal:
Signer proves knowledge of secret, 
without revealing it

• Zero-Knowledge Proof
• Non-Interactive (Fiat-Shamir transform) 
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Algorithm 1 CROSS.Sign(sk,Msg) [25]
Input: Secret key sk, message Msg
Output: Signature Sgn
1: ē,H → ExpandSK(Seedsk)
2: Seed → {0, 1}ω, Salt → {0, 1}2ω

3: (Seed[1], . . . , Seed[t]) → SeedLeaves(Seed, Salt)
4: // Commitment generation
5: for i from 1 to t do
6: ē

→[i],u→[i] → CSPRNG(Seed[i] | Salt | i + 2t ↑ 1)
7: v̄[i] → ē ↑ ē

→[i]
8: v[i] → gv̄[i]

9: u[i] → v[i] ↓ u
→[i]

10: s
→[i] → u[i]HT

11: cmt0[i] → Hash(s→[i] | v̄[i] | Salt | i + 2t ↑ 1) ω Offset-Read Attack
12: cmt1[i] → Hash(Seed[i] | Salt | i + 2t ↑ 1) ω Direct-Read Attack
13: digestcmt0

→ TreeRoot(cmt0)
14: digestcmt1

→ Hash(cmt1)
15: digestcmt → Hash(digestcmt0

| digestcmt1
)

16: // Challenge generation
17: digestchall1 → Hash(Hash(Msg) | digestcmt | Salt)
18: chall1 → CSPRNG(digestchall1 | 3t ↑ 1)
19: for i from 1 to t do
20: e

→[i] → gē→[i]

21: y[i] → u
→[i] + chall1[i]e

→[i]
22: digestchall2 → Hash(y | digestchall1 )
23: chall2 → CSPRNG(digestchall2 | 3t)
24: Proof → TreeProof(cmt0, chall2)
25: Path → SeedPath(Seed, Salt, chall2)
26: // Response generation
27: for i from 1 to t do
28: if chall2[i] = 0 then
29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]

31: return Sgn := (Salt, digestcmt, digestchall2 , Path , Proof , resp)

exponent vector ē and a second seed Seedpk. It then
computes the secret vector e = gē using componentwise
exponentiation and derives the random parity-check matrix
H

T using Seedpk. Using the secret vector e and the parity-
check matrix H

T, it computes the syndrome s = eH
T. The

secret key consist of Seedsk and the public key consists of
(s, Seedpk).

Remark 4: Note that CROSS uses seeds that are pseudo-
randomly expanded to compute e and H

T as the secret and
public key, which reduces their sizes. In our attacks, we will
be recovering the vector e directly, which is an equivalent
key for the scheme.

Signature Generation (Algorithm 1): The signing pro-
cedure closely follows the steps of the ZK ID protocol
in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
the additional optimisations applied to the construction not
found in the protocol. Algorithm 1 shows a high-level
description of the steps.

The four main optimisations applied in the algorithm are:
1) instead of sampling the vector e

↔ directly, the algorithm
first samples an exponent vector ē, which simplifies the
computation of v (via its exponent vector v̄); 2) instead
of including e

↔ and u
↔ in the proof directly, the algorithm

includes only a seed Seed[i], which can be used to recompute
them, thereby reducing the size of the signature; 3) the
individual Seed[i] values are compressed across all t rounds

using a GGM tree (stored as Path); and 4) the cmt0 values
are compressed across all t rounds using a Merkle tree
(stored as Proof).

Additionally, the computation of the commitments in-
volves a random Salt value and a domain separator:

cmt0[i] = Hash(s↔[i] | v̄[i] | Salt | i+ 2t→ 1)

cmt1[i] = Hash(Seed[i] | Salt | i+ 2t→ 1).

Verification: The verification procedure undoes the
compression applied through the GGM tree by recon-
structing the revealed Seed[i] values for all rounds where
chall2[i] = 1 from the Path and then follows step 6) of the
ZK ID protocol in Figure 5. If chall2[i] = 0, the Merkle
tree is used to check the cmt0[i] values contained in the
Proof. If all commitments are valid, the verification of the
identification protocol passes and thus the signature is valid.

Table I
FAULT ATTACK APPLICABILITY ON DIFFERENT CROSS PARAMETER

SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION IS REQUIRED
TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

CROSS-RSDP-1 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP-3 ✁ (cmt1; GGM) — —
CROSS-RSDP-5 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-1 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-3 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP(G)-5 ✁ (cmt1; GGM) — —

B. Attack on the Prover’s Commitments
The prover’s commitment generation phase can be tar-

geted using both the Direct-Read Attack and the Offset-Read
Attack. The following section describes how the secret key
e can be recovered in each case.

1) Direct-Read Attack on cmt1:
Attack point: We apply the Direct-Read Attack to the

computation of cmt1[i]:

cmt1[i] = Hash( Seed[i] | Salt | i+ 2t→ 1).

It is possible to extract the secret information Seed[i] from
cmt1[i] for all parameter sets, since the necessary conditions
described in Section IV are fulfilled.

Key recovery: If chall2[i] = 0, the signature contains
(y[i], v̄[i]) and cmt1[i]. We assume that the attacker can
extract Seed[i] from the faulty cmt1[i]. This trivially allows
key recovery by deriving ē

↔
[i] from Seed[i] and computing

gv̄[i]+ē
→[i]

= gē = e.

Since chall2 is a uniformly and randomly selected weight
w binary vector of length t, we have chall2[i] = 0 with
probability (t → w)/t. Assuming that the fault injection
succeeds in each signing attempt and that the attacker must
pick a single i to inject the fault into without knowing chall2,
this yields an expected number of attempts of 2–18 for all
CROSS parameter sets.
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exponentiation and derives the random parity-check matrix
H

T using Seedpk. Using the secret vector e and the parity-
check matrix H

T, it computes the syndrome s = eH
T. The

secret key consist of Seedsk and the public key consists of
(s, Seedpk).

Remark 4: Note that CROSS uses seeds that are pseudo-
randomly expanded to compute e and H

T as the secret and
public key, which reduces their sizes. In our attacks, we will
be recovering the vector e directly, which is an equivalent
key for the scheme.

Signature Generation (Algorithm 1): The signing pro-
cedure closely follows the steps of the ZK ID protocol
in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
the additional optimisations applied to the construction not
found in the protocol. Algorithm 1 shows a high-level
description of the steps.

The four main optimisations applied in the algorithm are:
1) instead of sampling the vector e

↔ directly, the algorithm
first samples an exponent vector ē, which simplifies the
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• SHAKE from FIPS-202
• Secure Hash Algorithm Keccak 

Extendable Output Function
• One-way property

• Sponge construction
• Absorbing phase
• Squeezing phase

SHA-3 hash function
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29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]
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exponent vector ē and a second seed Seedpk. It then
computes the secret vector e = gē using componentwise
exponentiation and derives the random parity-check matrix
H
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in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
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description of the steps.
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compression applied through the GGM tree by recon-
structing the revealed Seed[i] values for all rounds where
chall2[i] = 1 from the Path and then follows step 6) of the
ZK ID protocol in Figure 5. If chall2[i] = 0, the Merkle
tree is used to check the cmt0[i] values contained in the
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It is possible to extract the secret information Seed[i] from
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described in Section IV are fulfilled.

Key recovery: If chall2[i] = 0, the signature contains
(y[i], v̄[i]) and cmt1[i]. We assume that the attacker can
extract Seed[i] from the faulty cmt1[i]. This trivially allows
key recovery by deriving ē
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CROSS
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• Example CROSS:

• Input  rate size
• No permutation in absorb phase

• Skip permutation in squeeze phase

cmt1[i] = Hash(Seed[i] |Salt | i + 2t − 1)

≤

Direct-Read Attack
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• Example CROSS:
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ATTACK 3 OF 3

• Secret within second input block
• Absorb contains permutation 
• First input block must be known
• XOR output with known state
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• PQM4 implementation
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CROSS Code based signature

Algorithm 1 CROSS.Sign(sk,Msg) [25]
Input: Secret key sk, message Msg
Output: Signature Sgn
1: ē,H → ExpandSK(Seedsk)
2: Seed → {0, 1}ω, Salt → {0, 1}2ω

3: (Seed[1], . . . , Seed[t]) → SeedLeaves(Seed, Salt)
4: // Commitment generation
5: for i from 1 to t do
6: ē

→[i],u→[i] → CSPRNG(Seed[i] | Salt | i + 2t ↑ 1)
7: v̄[i] → ē ↑ ē

→[i]
8: v[i] → gv̄[i]

9: u[i] → v[i] ↓ u
→[i]

10: s
→[i] → u[i]HT

11: cmt0[i] → Hash(s→[i] | v̄[i] | Salt | i + 2t ↑ 1) ω Offset-Read Attack
12: cmt1[i] → Hash(Seed[i] | Salt | i + 2t ↑ 1) ω Direct-Read Attack
13: digestcmt0

→ TreeRoot(cmt0)
14: digestcmt1

→ Hash(cmt1)
15: digestcmt → Hash(digestcmt0

| digestcmt1
)

16: // Challenge generation
17: digestchall1 → Hash(Hash(Msg) | digestcmt | Salt)
18: chall1 → CSPRNG(digestchall1

| 3t ↑ 1)
19: for i from 1 to t do
20: e

→[i] → gē→[i]

21: y[i] → u
→[i] + chall1[i]e

→[i]
22: digestchall2 → Hash(y | digestchall1

)
23: chall2 → CSPRNG(digestchall2

| 3t)
24: Proof → TreeProof(cmt0, chall2)
25: Path → SeedPath(Seed, Salt, chall2)
26: // Response generation
27: for i from 1 to t do
28: if chall2[i] = 0 then
29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]

31: return Sgn := (Salt, digestcmt, digestchall2
, Path , Proof , resp)

exponent vector ē and a second seed Seedpk. It then
computes the secret vector e = gē using componentwise
exponentiation and derives the random parity-check matrix
H

T using Seedpk. Using the secret vector e and the parity-
check matrix H

T, it computes the syndrome s = eH
T. The

secret key consist of Seedsk and the public key consists of
(s, Seedpk).

Remark 4: Note that CROSS uses seeds that are pseudo-
randomly expanded to compute e and H

T as the secret and
public key, which reduces their sizes. In our attacks, we will
be recovering the vector e directly, which is an equivalent
key for the scheme.

Signature Generation (Algorithm 1): The signing pro-
cedure closely follows the steps of the ZK ID protocol
in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
the additional optimisations applied to the construction not
found in the protocol. Algorithm 1 shows a high-level
description of the steps.

The four main optimisations applied in the algorithm are:
1) instead of sampling the vector e

↔ directly, the algorithm
first samples an exponent vector ē, which simplifies the
computation of v (via its exponent vector v̄); 2) instead
of including e

↔ and u
↔ in the proof directly, the algorithm

includes only a seed Seed[i], which can be used to recompute
them, thereby reducing the size of the signature; 3) the
individual Seed[i] values are compressed across all t rounds

using a GGM tree (stored as Path); and 4) the cmt0 values
are compressed across all t rounds using a Merkle tree
(stored as Proof).

Additionally, the computation of the commitments in-
volves a random Salt value and a domain separator:

cmt0[i] = Hash(s↔[i] | v̄[i] | Salt | i+ 2t→ 1)

cmt1[i] = Hash(Seed[i] | Salt | i+ 2t→ 1).

Verification: The verification procedure undoes the
compression applied through the GGM tree by recon-
structing the revealed Seed[i] values for all rounds where
chall2[i] = 1 from the Path and then follows step 6) of the
ZK ID protocol in Figure 5. If chall2[i] = 0, the Merkle
tree is used to check the cmt0[i] values contained in the
Proof. If all commitments are valid, the verification of the
identification protocol passes and thus the signature is valid.

Table I
FAULT ATTACK APPLICABILITY ON DIFFERENT CROSS PARAMETER

SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION IS REQUIRED
TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

CROSS-RSDP-1 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP-3 ✁ (cmt1; GGM) — —
CROSS-RSDP-5 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-1 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-3 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP(G)-5 ✁ (cmt1; GGM) — —

B. Attack on the Prover’s Commitments
The prover’s commitment generation phase can be tar-

geted using both the Direct-Read Attack and the Offset-Read
Attack. The following section describes how the secret key
e can be recovered in each case.

1) Direct-Read Attack on cmt1:
Attack point: We apply the Direct-Read Attack to the

computation of cmt1[i]:

cmt1[i] = Hash( Seed[i] | Salt | i+ 2t→ 1).

It is possible to extract the secret information Seed[i] from
cmt1[i] for all parameter sets, since the necessary conditions
described in Section IV are fulfilled.

Key recovery: If chall2[i] = 0, the signature contains
(y[i], v̄[i]) and cmt1[i]. We assume that the attacker can
extract Seed[i] from the faulty cmt1[i]. This trivially allows
key recovery by deriving ē

↔
[i] from Seed[i] and computing

gv̄[i]+ē
→[i]

= gē = e.

Since chall2 is a uniformly and randomly selected weight
w binary vector of length t, we have chall2[i] = 0 with
probability (t → w)/t. Assuming that the fault injection
succeeds in each signing attempt and that the attacker must
pick a single i to inject the fault into without knowing chall2,
this yields an expected number of attempts of 2–18 for all
CROSS parameter sets.
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probability depends on which node in the tree is targeted.
Assuming that the fault injection succeeds in each signing
attempt and that the attacker must pick a target node without
knowing chall2, this yields an expected number of attempts
of 2–4 for all CROSS parameter sets.

VI. ATTACKS ON OTHER PQC ALGORITHMS

The attacks introduced in Section IV are applicable more
broadly among the second-round candidate schemes. In this
section, we describe key recovery attacks on LESS, PERK,
RYDE, Mirath, and MAYO. An overview of the affected
parameter sets for each attack is shown in Table II. Since
the number of schemes covered is considerable, we provide
only a brief description of each algorithm and refer to
the respective specifications [23], [24], [25], [26], [27] for
additional details.

Table II
FAULT ATTACK APPLICABILITY FOR DIFFERENT ALGORITHMS AND

PARAMETER SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION
IS REQUIRED TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

LESS-I ✁ — —
LESS-III ✁ — —
LESS-V ✁ — —

PERK-3 — ✁ —
PERK-5 — — ✁→

RYDE-3 — ✁→ —
RYDE-5 — — ✁

Mirath-3 — ✁* —
Mirath-5 — — ✁→

MAYO-1 — ✁ —
MAYO-2 — ✁ —

A. LESS

LESS is a code-based signature scheme whose security
relies on the assumed hardness of the Linear Equivalence
Problem (LEP) [23], which is a variant of the code equiv-
alence problem. The scheme is constructed by applying a
Fiat-Shamir transform [15] to an interactive ZK ID protocol.
Similar to CROSS, the underlying protocol makes use of
SHAKE-based GGM trees to derive a set of t rounds seeds
seed(i).

Attack point: The attack is identical to that on the small
and balanced versions of CROSS in Section V. We apply the
Direct-Read Attack to the computation of child nodes in the
GGM tree:

state = XOF.INIT( T [parent] | salt | parent)
T [left], T [right] = XOF(state)

As in the attack on CROSS, it is possible to extract
the secret information T [parent] from the first output value
T [left] for all parameter sets.

Key recovery: The key recovery process for LESS is
slightly more involved than for CROSS and we sketch only
the basic steps here. A more comprehensive analysis can
be found in [3]. If the left child is explicitly revealed, the
attacker can extract the parent seed from it and recompute
the corresponding subtree, thereby revealing a set of seed(i)

values at the leaves. If among the leaves in the subtree there
exists a round i such that i → U , where U is the support of
a challenge vector indicating for which rounds a response
should be revealed, then the attacker learns both seed(i)

and rsp(i). Simplifying slightly, this allows recovering a
secret monomial map ωb(i) for a random b(i) → [1, s ↑ 1].
As described in [3], recovering all s ↑ 1 maps ωi yields
an equivalent key of the scheme. Note that our attack is
generally capable of recovering multiple maps from a single
faulty signature, but the exact number of recoverable maps
(and thus the required number of faulty signatures) depends
on the location of the fault in the tree and the random b(i)

values in the challenge and we refer to [3] for additional
analysis.

B. MPC-in-the-Head Schemes

Three of the multiparty computation in-the-head
(MPCitH) schemes we consider in this paper, Mirath [26],
PERK [24], and RYDE [25] share structural similarities that
enable our attacks described in Section IV to be applied
for key recovery. In the following, we provide a brief
description of the underlying structure, focusing on the
batch all-but-one vector commitments (BAVCs).

MPCitH paradigm: By using techniques from secure
multi-party computation, the MPCitH paradigm provides
a way of constructing publicly verifiable zero-knowledge
proofs. Two instantiations of this paradigm are used in
practice, the threshold computation in-the-head paradigm
(TCitH; Mirath and RYDE) and vector oblivious linear eval-
uation in-the-head (VOLEitH; PERK2). We omit a detailed
description of each approach, since the differences between
the paradigms are not relevant for our attacks.

The fundamental idea behind MPCitH-based schemes is to
construct a ZKP of knowledge of a secret witness w fulfill-
ing a public relation. This can be accomplished by splitting
the witness into several shares and simulating a multiparty
protocol on each share. By revealing all-but-one shares, a
verifier can check the correctness of the execution of the
protocol for those shares. In order to convert the approach
into a signature scheme, a Fiat-Shamir transform [15] is
applied, which requires the prover to commit to their shares
of the secret value before deriving a random challenge that
indicates which share remains hidden.

All-but-one vector commitments: A core building block
for MPCitH-based schemes are so-called all-but-one vector

2We are considering PERK v2.2, which was updated to use VOLEitH
after the Round-2 NIST submission deadline.

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

attacks, the attack is not directly related to the structure of
the scheme. Instead, we target the computation of the salt
at the beginning of the signing procedure. This computation
uses a hedged approach also found in ML-DSA [28], which
combines fresh randomness with precomputed randomness
from the secret key to derive the random salt value, thereby
protecting against cases where the random number generator
available during signing is weak.

Attack point: We apply the Offset-Read Attack to the
computation of the salt:

salt = SHAKE256(Mdigest | R | seedsk ).

As shown in Table II, it is possible to extract the secret
information seedsk from the output for the MAYO-1 and
MAYO-2 parameter sets. Since the salt is required for
verification, it is included directly in the signature.

Key recovery: The seedsk value serves as the com-
pressed secret key of the scheme and can be used with
the key expansion and signing procedures without further
processing.

VII. EXPERIMENTAL EVALUATION

This section describes how the attacks presented in Sec-
tions IV and V can be performed using voltage glitching,
along with the experimental evaluation of their success rates.

A. Setup

For the experiments, we use an ARM Cortex-M4
STM32F415RGT6 processor running at 24 MHz, which is
mounted on a CW308-STM32F4 target board. The volt-
age glitching is performed using a ChipWhisperer-Husky.
We target the CROSS-RSDP-1-fast parameter set in the
m4stack variant of the optimised CROSS implementation
of Schupp et al. [13]. The implementation is compiled with
arm-none-eabi-gcc at optimisation level -O3.

Remark 6: Note that the optimised CROSS implementa-
tion by Hart et al. [29] uses the same underlying SHA-3
implementation as the implementation of Schupp et al. [13],
hence the presented attacks extend to their implementation
directly. This implementation is part of the mupq/pqm4
project3, and is commonly used across optimised implemen-
tations of various PQC algorithms. We further observe a
generally similar structure for the sponge construction in the
eXtended Keccak Code Package4, thus potentially allowing
the Direct-Read and Known-Prefix Attacks to be applied to
this implementation as well. Importantly, whether a specific
attack can be applied to an implementation depends on
several factors, including the compiled assembly code and
compiler optimizations. Since a detailed analysis of other
implementations is beyond the scope of this work, we
instead leave such an evaluation to future work.

3https://github.com/mupq/pqm4
4https://github.com/XKCP/XKCP

B. Direct-Read and Known-Prefix Attacks

As described in Section IV, the idea for the Direct-Read
Attack and Known-Prefix Attack is to skip the permutation
function during the squeezing phase. In the implementation
of Schupp et al. [13], the squeezing phase is realised through
the keccak_inc_squeeze function shown in Figure 6.

1 void keccak_inc_squeeze(uint8_t *h, size_t outlen,

2 uint64_t *s_inc, uint32_t r) {

3 size_t len = min(outlen, s_inc[25]);

4 KeccakF1600_StateExtractBytes(s_inc, &h,

5 r - s_inc[25], len);

6 outlen -= len;

7 s_inc[25] -= len;

8 while (outlen > 0) {

9 KeccakF1600_StatePermute(s_inc);

10 len = min(outlen, r);

11 KeccakF1600_StateExtractBytes(s_inc, &h, 0, len);

12 outlen -= len;

13 s_inc[25] = r - len;

14 }

15 }

Figure 6. C code of the keccak_inc_squeeze function. The call
to the KeccakF1600_StatePermute function skipped by the Direct-
Read and Known-Prefix Attacks is highlighted in colour.

By skipping the call to the
KeccakF1600_StatePermute function in
line 9 of Figure 6, the subsequent call to
KeccakF1600_StateExtractBytes in line 11
will write part of the unpermuted state to the output,
allowing recovery of the secret information. Note that the
call to KeccakF1600_StateExtractBytes in line 4
will not produce any output, since the s_inc[25] value
(and thus also the len value) in line 3 is set to 0 in prior
code.

We apply the attack to the computation of cmt1[i] to
recover the corresponding Seed[i] and subsequently the
secret key, as described in Section V-B. Notably, in the
implementation of Schupp et al. [13], all commitments that
are included in the signature (here those where chall2[i] =
0) are recomputed at the end of the signing procedure,
which reduces memory usage by not storing these values.
By performing the attack during the recomputation, we
can ensure that the probability for chall2[i] = 0 (which
is required for key recovery) is 1, as opposed to being
(t → w)/t. Using this approach, we are able to skip the
KeccakF1600_StatePermute function and recover the
secret key in 100% of 1,000 signing attempts.

Although there is no attack point for the Known-Prefix
Attack in CROSS, the attack relies on the same underlying
fault as the Direct-Read Attack on cmt1, thus we expect it
to be achievable with a similar probability. This is also the
case for the Direct-Read Attack applied to the attack point
in the GGM tree.

Algorithm 1 CROSS.Sign(sk,Msg) [25]
Input: Secret key sk, message Msg
Output: Signature Sgn
1: ē,H → ExpandSK(Seedsk)
2: Seed → {0, 1}ω, Salt → {0, 1}2ω

3: (Seed[1], . . . , Seed[t]) → SeedLeaves(Seed, Salt)
4: // Commitment generation
5: for i from 1 to t do
6: ē

→[i],u→[i] → CSPRNG(Seed[i] | Salt | i + 2t ↑ 1)
7: v̄[i] → ē ↑ ē

→[i]
8: v[i] → gv̄[i]

9: u[i] → v[i] ↓ u
→[i]

10: s
→[i] → u[i]HT

11: cmt0[i] → Hash(s→[i] | v̄[i] | Salt | i + 2t ↑ 1) ω Offset-Read Attack
12: cmt1[i] → Hash(Seed[i] | Salt | i + 2t ↑ 1) ω Direct-Read Attack
13: digestcmt0

→ TreeRoot(cmt0)
14: digestcmt1

→ Hash(cmt1)
15: digestcmt → Hash(digestcmt0

| digestcmt1
)

16: // Challenge generation
17: digestchall1 → Hash(Hash(Msg) | digestcmt | Salt)
18: chall1 → CSPRNG(digestchall1

| 3t ↑ 1)
19: for i from 1 to t do
20: e

→[i] → gē→[i]

21: y[i] → u
→[i] + chall1[i]e

→[i]
22: digestchall2 → Hash(y | digestchall1

)
23: chall2 → CSPRNG(digestchall2

| 3t)
24: Proof → TreeProof(cmt0, chall2)
25: Path → SeedPath(Seed, Salt, chall2)
26: // Response generation
27: for i from 1 to t do
28: if chall2[i] = 0 then
29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]

31: return Sgn := (Salt, digestcmt, digestchall2
, Path , Proof , resp)

exponent vector ē and a second seed Seedpk. It then
computes the secret vector e = gē using componentwise
exponentiation and derives the random parity-check matrix
H

T using Seedpk. Using the secret vector e and the parity-
check matrix H

T, it computes the syndrome s = eH
T. The

secret key consist of Seedsk and the public key consists of
(s, Seedpk).

Remark 4: Note that CROSS uses seeds that are pseudo-
randomly expanded to compute e and H

T as the secret and
public key, which reduces their sizes. In our attacks, we will
be recovering the vector e directly, which is an equivalent
key for the scheme.

Signature Generation (Algorithm 1): The signing pro-
cedure closely follows the steps of the ZK ID protocol
in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
the additional optimisations applied to the construction not
found in the protocol. Algorithm 1 shows a high-level
description of the steps.

The four main optimisations applied in the algorithm are:
1) instead of sampling the vector e

↔ directly, the algorithm
first samples an exponent vector ē, which simplifies the
computation of v (via its exponent vector v̄); 2) instead
of including e

↔ and u
↔ in the proof directly, the algorithm

includes only a seed Seed[i], which can be used to recompute
them, thereby reducing the size of the signature; 3) the
individual Seed[i] values are compressed across all t rounds

using a GGM tree (stored as Path); and 4) the cmt0 values
are compressed across all t rounds using a Merkle tree
(stored as Proof).

Additionally, the computation of the commitments in-
volves a random Salt value and a domain separator:

cmt0[i] = Hash(s↔[i] | v̄[i] | Salt | i+ 2t→ 1)

cmt1[i] = Hash(Seed[i] | Salt | i+ 2t→ 1).

Verification: The verification procedure undoes the
compression applied through the GGM tree by recon-
structing the revealed Seed[i] values for all rounds where
chall2[i] = 1 from the Path and then follows step 6) of the
ZK ID protocol in Figure 5. If chall2[i] = 0, the Merkle
tree is used to check the cmt0[i] values contained in the
Proof. If all commitments are valid, the verification of the
identification protocol passes and thus the signature is valid.

Table I
FAULT ATTACK APPLICABILITY ON DIFFERENT CROSS PARAMETER

SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION IS REQUIRED
TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

CROSS-RSDP-1 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP-3 ✁ (cmt1; GGM) — —
CROSS-RSDP-5 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-1 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-3 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP(G)-5 ✁ (cmt1; GGM) — —

B. Attack on the Prover’s Commitments
The prover’s commitment generation phase can be tar-

geted using both the Direct-Read Attack and the Offset-Read
Attack. The following section describes how the secret key
e can be recovered in each case.

1) Direct-Read Attack on cmt1:
Attack point: We apply the Direct-Read Attack to the

computation of cmt1[i]:

cmt1[i] = Hash( Seed[i] | Salt | i+ 2t→ 1).

It is possible to extract the secret information Seed[i] from
cmt1[i] for all parameter sets, since the necessary conditions
described in Section IV are fulfilled.

Key recovery: If chall2[i] = 0, the signature contains
(y[i], v̄[i]) and cmt1[i]. We assume that the attacker can
extract Seed[i] from the faulty cmt1[i]. This trivially allows
key recovery by deriving ē

↔
[i] from Seed[i] and computing

gv̄[i]+ē
→[i]

= gē = e.

Since chall2 is a uniformly and randomly selected weight
w binary vector of length t, we have chall2[i] = 0 with
probability (t → w)/t. Assuming that the fault injection
succeeds in each signing attempt and that the attacker must
pick a single i to inject the fault into without knowing chall2,
this yields an expected number of attempts of 2–18 for all
CROSS parameter sets.

• PQM4 implementation
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Algorithm 1 CROSS.Sign(sk, Msg) [BBB+25a]
Input: Secret key sk, message Msg
Output: Signature Sgn
1: ē, H → ExpandSK(Seedsk)
2: Seed → {0, 1}ω, Salt → {0, 1}2ω

3: (Seed[1], . . . , Seed[t]) → SeedLeaves(Seed, Salt)
4: // Commitment generation
5: for i from 1 to t do
6: ē→[i], u→[i] → CSPRNG(Seed[i] | Salt | i + 2t ↑ 1)
7: v̄[i] → ē ↑ ē→[i]
8: v[i] → gv̄[i]

9: u[i] → v[i] ↓ u→[i]
10: s→[i] → u[i]HT

11: cmt0[i] → Hash(s→[i] | v̄[i] | Salt | i + 2t ↑ 1) ω Attack Point: O!set-Read Attack

12: cmt1[i] → Hash(Seed[i] | Salt | i + 2t ↑ 1) ω Attack Point: Direct-Read Attack

13: digestcmt0 → TreeRoot(cmt0)
14: digestcmt1 → Hash(cmt1)
15: digestcmt → Hash(digestcmt0 | digestcmt1 )
16: // Challenge generation
17: digestchall1 → Hash(Hash(Msg) | digestcmt | Salt)
18: chall1 → CSPRNG(digestchall1 | 3t ↑ 1)
19: for i from 1 to t do
20: e→[i] → gē→[i]

21: y[i] → u→[i] + chall1[i]e→[i]
22: digestchall2 → Hash(y | digestchall1 )
23: chall2 → CSPRNG(digestchall2 | 3t)
24: Proof → TreeProof(cmt0, chall2)
25: Path → SeedPath(Seed, Salt, chall2)
26: // Response generation
27: for i from 1 to t do
28: if chall2[i] = 0 then
29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]
31: return Sgn := (Salt, digestcmt, digestchall2 , Path , Proof , resp)

Additionally, the computation of the commitments involves a random Salt value and a354

domain separator:355

cmt0[i] = Hash(s→[i] | v̄[i] | Salt | i + 2t → 1)
cmt1[i] = Hash(Seed[i] | Salt | i + 2t → 1).

356

Verification. The verification procedure undoes the compression applied through the357

GGM tree by reconstructing the revealed Seed[i] values for all rounds where chall2[i] = 1358

from the Path and then follows step 6) of the ZK ID protocol described in Section 5.1.1. If359

chall2[i] = 0, the Merkle tree is used to check the cmt0[i] values contained in the Proof. If360

all commitments are valid, the verification of the identification protocol passes and thus361

the signature is valid.362

Table 1: Fault attack applicability on di!erent CROSS parameter sets. The ↑ indicates
that additional enumeration is required to complete key recovery.

Parameter Set Direct-Read O!set-Read Known-Prefix

CROSS-RSDP-1 ✁ ✁(26) —
CROSS-RSDP-3 ✁ — —
CROSS-RSDP-5 ✁ — —
CROSS-RSDP(G)-1 ✁ — —
CROSS-RSDP(G)-3 ✁ ✁(248) —
CROSS-RSDP(G)-5 ✁ — —
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probability depends on which node in the tree is targeted.
Assuming that the fault injection succeeds in each signing
attempt and that the attacker must pick a target node without
knowing chall2, this yields an expected number of attempts
of 2–4 for all CROSS parameter sets.

VI. ATTACKS ON OTHER PQC ALGORITHMS

The attacks introduced in Section IV are applicable more
broadly among the second-round candidate schemes. In this
section, we describe key recovery attacks on LESS, PERK,
RYDE, Mirath, and MAYO. An overview of the affected
parameter sets for each attack is shown in Table II. Since
the number of schemes covered is considerable, we provide
only a brief description of each algorithm and refer to
the respective specifications [27], [28], [29], [30], [31] for
additional details.

Table II
FAULT ATTACK APPLICABILITY FOR DIFFERENT ALGORITHMS AND

PARAMETER SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION,
DENOTED IN BRACKETS, IS REQUIRED TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

LESS-I ✁ — —
LESS-III ✁ — —
LESS-V ✁ — —

PERK-3 — ✁ —
PERK-5 — — ✁→ (240)

RYDE-3 — ✁→ (224) —
RYDE-5 — — ✁

Mirath-3 — ✁→ (216) —
Mirath-5 — — ✁→ (224)

MAYO-1 — ✁ —
MAYO-2 — ✁ —

A. LESS

LESS is a code-based signature scheme whose security
relies on the assumed hardness of the Linear Equivalence
Problem (LEP) [27], which is a variant of the code equiv-
alence problem. The scheme is constructed by applying a
Fiat-Shamir transform [19] to an interactive ZK ID protocol.
Similar to CROSS, the underlying protocol makes use of
SHAKE-based GGM trees to derive a set of t rounds seeds
seed(i).

Attack point: The attack is identical to that on the small
and balanced versions of CROSS in Section V. We apply the
Direct-Read Attack to the computation of child nodes in the
GGM tree:

state = XOF.INIT( T [parent] | salt | parent)
T [left], T [right] = XOF(state)

As in the attack on CROSS, it is possible to extract
the secret information T [parent] from the first output value
T [left] for all parameter sets.

Key recovery: The key recovery process for LESS is
slightly more involved than for CROSS and we sketch only
the basic steps here. A more comprehensive analysis can
be found in [3]. If the left child is explicitly revealed, the
attacker can extract the parent seed from it and recompute
the corresponding subtree, thereby revealing a set of seed(i)

values at the leaves. If among the leaves in the subtree there
exists a round i such that i → U , where U is the support of
a challenge vector indicating for which rounds a response
should be revealed, then the attacker learns both seed(i)

and rsp(i). Simplifying slightly, this allows recovering a
secret monomial map ωb(i) for a random b(i) → [1, s ↑ 1].
As described in [3], recovering all s ↑ 1 maps ωi yields
an equivalent key of the scheme. Note that our attack is
generally capable of recovering multiple maps from a single
faulty signature, but the exact number of recoverable maps
(and thus the required number of faulty signatures) depends
on the location of the fault in the tree and the random b(i)

values in the challenge and we refer to [3] for additional
analysis.

B. MPC-in-the-Head Schemes

Three of the multiparty computation in-the-head
(MPCitH) schemes we consider in this paper, Mirath [30],
PERK [28], and RYDE [29] share structural similarities that
enable our attacks described in Section IV to be applied
for key recovery. In the following, we provide a brief
description of the underlying structure, focusing on the
batch all-but-one vector commitments (BAVCs).

MPCitH paradigm: By using techniques from secure
multi-party computation, the MPCitH paradigm provides
a way of constructing publicly verifiable zero-knowledge
proofs. Two instantiations of this paradigm are used in
practice, the threshold computation in-the-head paradigm
(TCitH; Mirath and RYDE) and vector oblivious linear eval-
uation in-the-head (VOLEitH; PERK2). We omit a detailed
description of each approach, since the differences between
the paradigms are not relevant for our attacks.

The fundamental idea behind MPCitH-based schemes is to
construct a ZKP of knowledge of a secret witness w fulfill-
ing a public relation. This can be accomplished by splitting
the witness into several shares and simulating a multiparty
protocol on each share. By revealing all-but-one shares, a
verifier can check the correctness of the execution of the
protocol for those shares. In order to convert the approach
into a signature scheme, a Fiat-Shamir transform [19] is
applied, which requires the prover to commit to their shares
of the secret value before deriving a random challenge that
indicates which share remains hidden.

All-but-one vector commitments: A core building block
for MPCitH-based schemes are so-called all-but-one vector

2We are considering PERK v2.2, which was updated to use VOLEitH
after the Round-2 NIST submission deadline.

LESS Code based signature

MPC-in-the-Head

PERK

RYDE

MIRATH

MAYO Multivariate

MPC-in-the-Head

MPC-in-the-Head

CROSS Code based signature

probability depends on which node in the tree is targeted.
Assuming that the fault injection succeeds in each signing
attempt and that the attacker must pick a target node without
knowing chall2, this yields an expected number of attempts
of 2–4 for all CROSS parameter sets.

VI. ATTACKS ON OTHER PQC ALGORITHMS

The attacks introduced in Section IV are applicable more
broadly among the second-round candidate schemes. In this
section, we describe key recovery attacks on LESS, PERK,
RYDE, Mirath, and MAYO. An overview of the affected
parameter sets for each attack is shown in Table II. Since
the number of schemes covered is considerable, we provide
only a brief description of each algorithm and refer to
the respective specifications [23], [24], [25], [26], [27] for
additional details.

Table II
FAULT ATTACK APPLICABILITY FOR DIFFERENT ALGORITHMS AND

PARAMETER SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION
IS REQUIRED TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

LESS-I ✁ — —
LESS-III ✁ — —
LESS-V ✁ — —

PERK-3 — ✁ —
PERK-5 — — ✁→

RYDE-3 — ✁→ —
RYDE-5 — — ✁

Mirath-3 — ✁* —
Mirath-5 — — ✁→

MAYO-1 — ✁ —
MAYO-2 — ✁ —

A. LESS

LESS is a code-based signature scheme whose security
relies on the assumed hardness of the Linear Equivalence
Problem (LEP) [23], which is a variant of the code equiv-
alence problem. The scheme is constructed by applying a
Fiat-Shamir transform [15] to an interactive ZK ID protocol.
Similar to CROSS, the underlying protocol makes use of
SHAKE-based GGM trees to derive a set of t rounds seeds
seed(i).

Attack point: The attack is identical to that on the small
and balanced versions of CROSS in Section V. We apply the
Direct-Read Attack to the computation of child nodes in the
GGM tree:

state = XOF.INIT( T [parent] | salt | parent)
T [left], T [right] = XOF(state)

As in the attack on CROSS, it is possible to extract
the secret information T [parent] from the first output value
T [left] for all parameter sets.

Key recovery: The key recovery process for LESS is
slightly more involved than for CROSS and we sketch only
the basic steps here. A more comprehensive analysis can
be found in [3]. If the left child is explicitly revealed, the
attacker can extract the parent seed from it and recompute
the corresponding subtree, thereby revealing a set of seed(i)

values at the leaves. If among the leaves in the subtree there
exists a round i such that i → U , where U is the support of
a challenge vector indicating for which rounds a response
should be revealed, then the attacker learns both seed(i)

and rsp(i). Simplifying slightly, this allows recovering a
secret monomial map ωb(i) for a random b(i) → [1, s ↑ 1].
As described in [3], recovering all s ↑ 1 maps ωi yields
an equivalent key of the scheme. Note that our attack is
generally capable of recovering multiple maps from a single
faulty signature, but the exact number of recoverable maps
(and thus the required number of faulty signatures) depends
on the location of the fault in the tree and the random b(i)

values in the challenge and we refer to [3] for additional
analysis.

B. MPC-in-the-Head Schemes

Three of the multiparty computation in-the-head
(MPCitH) schemes we consider in this paper, Mirath [26],
PERK [24], and RYDE [25] share structural similarities that
enable our attacks described in Section IV to be applied
for key recovery. In the following, we provide a brief
description of the underlying structure, focusing on the
batch all-but-one vector commitments (BAVCs).

MPCitH paradigm: By using techniques from secure
multi-party computation, the MPCitH paradigm provides
a way of constructing publicly verifiable zero-knowledge
proofs. Two instantiations of this paradigm are used in
practice, the threshold computation in-the-head paradigm
(TCitH; Mirath and RYDE) and vector oblivious linear eval-
uation in-the-head (VOLEitH; PERK2). We omit a detailed
description of each approach, since the differences between
the paradigms are not relevant for our attacks.

The fundamental idea behind MPCitH-based schemes is to
construct a ZKP of knowledge of a secret witness w fulfill-
ing a public relation. This can be accomplished by splitting
the witness into several shares and simulating a multiparty
protocol on each share. By revealing all-but-one shares, a
verifier can check the correctness of the execution of the
protocol for those shares. In order to convert the approach
into a signature scheme, a Fiat-Shamir transform [15] is
applied, which requires the prover to commit to their shares
of the secret value before deriving a random challenge that
indicates which share remains hidden.

All-but-one vector commitments: A core building block
for MPCitH-based schemes are so-called all-but-one vector

2We are considering PERK v2.2, which was updated to use VOLEitH
after the Round-2 NIST submission deadline.

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

attacks, the attack is not directly related to the structure of
the scheme. Instead, we target the computation of the salt
at the beginning of the signing procedure. This computation
uses a hedged approach also found in ML-DSA [28], which
combines fresh randomness with precomputed randomness
from the secret key to derive the random salt value, thereby
protecting against cases where the random number generator
available during signing is weak.

Attack point: We apply the Offset-Read Attack to the
computation of the salt:

salt = SHAKE256(Mdigest | R | seedsk ).

As shown in Table II, it is possible to extract the secret
information seedsk from the output for the MAYO-1 and
MAYO-2 parameter sets. Since the salt is required for
verification, it is included directly in the signature.

Key recovery: The seedsk value serves as the com-
pressed secret key of the scheme and can be used with
the key expansion and signing procedures without further
processing.

VII. EXPERIMENTAL EVALUATION

This section describes how the attacks presented in Sec-
tions IV and V can be performed using voltage glitching,
along with the experimental evaluation of their success rates.

A. Setup

For the experiments, we use an ARM Cortex-M4
STM32F415RGT6 processor running at 24 MHz, which is
mounted on a CW308-STM32F4 target board. The volt-
age glitching is performed using a ChipWhisperer-Husky.
We target the CROSS-RSDP-1-fast parameter set in the
m4stack variant of the optimised CROSS implementation
of Schupp et al. [13]. The implementation is compiled with
arm-none-eabi-gcc at optimisation level -O3.

Remark 6: Note that the optimised CROSS implementa-
tion by Hart et al. [29] uses the same underlying SHA-3
implementation as the implementation of Schupp et al. [13],
hence the presented attacks extend to their implementation
directly. This implementation is part of the mupq/pqm4
project3, and is commonly used across optimised implemen-
tations of various PQC algorithms. We further observe a
generally similar structure for the sponge construction in the
eXtended Keccak Code Package4, thus potentially allowing
the Direct-Read and Known-Prefix Attacks to be applied to
this implementation as well. Importantly, whether a specific
attack can be applied to an implementation depends on
several factors, including the compiled assembly code and
compiler optimizations. Since a detailed analysis of other
implementations is beyond the scope of this work, we
instead leave such an evaluation to future work.

3https://github.com/mupq/pqm4
4https://github.com/XKCP/XKCP

B. Direct-Read and Known-Prefix Attacks

As described in Section IV, the idea for the Direct-Read
Attack and Known-Prefix Attack is to skip the permutation
function during the squeezing phase. In the implementation
of Schupp et al. [13], the squeezing phase is realised through
the keccak_inc_squeeze function shown in Figure 6.

1 void keccak_inc_squeeze(uint8_t *h, size_t outlen,

2 uint64_t *s_inc, uint32_t r) {

3 size_t len = min(outlen, s_inc[25]);

4 KeccakF1600_StateExtractBytes(s_inc, &h,

5 r - s_inc[25], len);

6 outlen -= len;

7 s_inc[25] -= len;

8 while (outlen > 0) {

9 KeccakF1600_StatePermute(s_inc);

10 len = min(outlen, r);

11 KeccakF1600_StateExtractBytes(s_inc, &h, 0, len);

12 outlen -= len;

13 s_inc[25] = r - len;

14 }

15 }

Figure 6. C code of the keccak_inc_squeeze function. The call
to the KeccakF1600_StatePermute function skipped by the Direct-
Read and Known-Prefix Attacks is highlighted in colour.

By skipping the call to the
KeccakF1600_StatePermute function in
line 9 of Figure 6, the subsequent call to
KeccakF1600_StateExtractBytes in line 11
will write part of the unpermuted state to the output,
allowing recovery of the secret information. Note that the
call to KeccakF1600_StateExtractBytes in line 4
will not produce any output, since the s_inc[25] value
(and thus also the len value) in line 3 is set to 0 in prior
code.

We apply the attack to the computation of cmt1[i] to
recover the corresponding Seed[i] and subsequently the
secret key, as described in Section V-B. Notably, in the
implementation of Schupp et al. [13], all commitments that
are included in the signature (here those where chall2[i] =
0) are recomputed at the end of the signing procedure,
which reduces memory usage by not storing these values.
By performing the attack during the recomputation, we
can ensure that the probability for chall2[i] = 0 (which
is required for key recovery) is 1, as opposed to being
(t → w)/t. Using this approach, we are able to skip the
KeccakF1600_StatePermute function and recover the
secret key in 100% of 1,000 signing attempts.

Although there is no attack point for the Known-Prefix
Attack in CROSS, the attack relies on the same underlying
fault as the Direct-Read Attack on cmt1, thus we expect it
to be achievable with a similar probability. This is also the
case for the Direct-Read Attack applied to the attack point
in the GGM tree.

Algorithm 1 CROSS.Sign(sk,Msg) [25]
Input: Secret key sk, message Msg
Output: Signature Sgn
1: ē,H → ExpandSK(Seedsk)
2: Seed → {0, 1}ω, Salt → {0, 1}2ω

3: (Seed[1], . . . , Seed[t]) → SeedLeaves(Seed, Salt)
4: // Commitment generation
5: for i from 1 to t do
6: ē

→[i],u→[i] → CSPRNG(Seed[i] | Salt | i + 2t ↑ 1)
7: v̄[i] → ē ↑ ē

→[i]
8: v[i] → gv̄[i]

9: u[i] → v[i] ↓ u
→[i]

10: s
→[i] → u[i]HT

11: cmt0[i] → Hash(s→[i] | v̄[i] | Salt | i + 2t ↑ 1) ω Offset-Read Attack
12: cmt1[i] → Hash(Seed[i] | Salt | i + 2t ↑ 1) ω Direct-Read Attack
13: digestcmt0

→ TreeRoot(cmt0)
14: digestcmt1

→ Hash(cmt1)
15: digestcmt → Hash(digestcmt0

| digestcmt1
)

16: // Challenge generation
17: digestchall1 → Hash(Hash(Msg) | digestcmt | Salt)
18: chall1 → CSPRNG(digestchall1

| 3t ↑ 1)
19: for i from 1 to t do
20: e

→[i] → gē→[i]

21: y[i] → u
→[i] + chall1[i]e

→[i]
22: digestchall2 → Hash(y | digestchall1

)
23: chall2 → CSPRNG(digestchall2

| 3t)
24: Proof → TreeProof(cmt0, chall2)
25: Path → SeedPath(Seed, Salt, chall2)
26: // Response generation
27: for i from 1 to t do
28: if chall2[i] = 0 then
29: resp[i]0 → (y[i], v̄[i])
30: resp[i]1 → cmt1[i]

31: return Sgn := (Salt, digestcmt, digestchall2
, Path , Proof , resp)

exponent vector ē and a second seed Seedpk. It then
computes the secret vector e = gē using componentwise
exponentiation and derives the random parity-check matrix
H

T using Seedpk. Using the secret vector e and the parity-
check matrix H

T, it computes the syndrome s = eH
T. The

secret key consist of Seedsk and the public key consists of
(s, Seedpk).

Remark 4: Note that CROSS uses seeds that are pseudo-
randomly expanded to compute e and H

T as the secret and
public key, which reduces their sizes. In our attacks, we will
be recovering the vector e directly, which is an equivalent
key for the scheme.

Signature Generation (Algorithm 1): The signing pro-
cedure closely follows the steps of the ZK ID protocol
in Section V-A1. For the sake of brevity, we therefore
do not restate each step here and instead highlight only
the additional optimisations applied to the construction not
found in the protocol. Algorithm 1 shows a high-level
description of the steps.

The four main optimisations applied in the algorithm are:
1) instead of sampling the vector e

↔ directly, the algorithm
first samples an exponent vector ē, which simplifies the
computation of v (via its exponent vector v̄); 2) instead
of including e

↔ and u
↔ in the proof directly, the algorithm

includes only a seed Seed[i], which can be used to recompute
them, thereby reducing the size of the signature; 3) the
individual Seed[i] values are compressed across all t rounds

using a GGM tree (stored as Path); and 4) the cmt0 values
are compressed across all t rounds using a Merkle tree
(stored as Proof).

Additionally, the computation of the commitments in-
volves a random Salt value and a domain separator:

cmt0[i] = Hash(s↔[i] | v̄[i] | Salt | i+ 2t→ 1)

cmt1[i] = Hash(Seed[i] | Salt | i+ 2t→ 1).

Verification: The verification procedure undoes the
compression applied through the GGM tree by recon-
structing the revealed Seed[i] values for all rounds where
chall2[i] = 1 from the Path and then follows step 6) of the
ZK ID protocol in Figure 5. If chall2[i] = 0, the Merkle
tree is used to check the cmt0[i] values contained in the
Proof. If all commitments are valid, the verification of the
identification protocol passes and thus the signature is valid.

Table I
FAULT ATTACK APPLICABILITY ON DIFFERENT CROSS PARAMETER

SETS. THE → INDICATES THAT ADDITIONAL ENUMERATION IS REQUIRED
TO COMPLETE KEY RECOVERY.

Parameter Set Direct-Read Offset-Read Known-Prefix

CROSS-RSDP-1 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP-3 ✁ (cmt1; GGM) — —
CROSS-RSDP-5 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-1 ✁ (cmt1; GGM) — —
CROSS-RSDP(G)-3 ✁ (cmt1; GGM) ✁→ (cmt0) —
CROSS-RSDP(G)-5 ✁ (cmt1; GGM) — —

B. Attack on the Prover’s Commitments
The prover’s commitment generation phase can be tar-

geted using both the Direct-Read Attack and the Offset-Read
Attack. The following section describes how the secret key
e can be recovered in each case.

1) Direct-Read Attack on cmt1:
Attack point: We apply the Direct-Read Attack to the

computation of cmt1[i]:

cmt1[i] = Hash( Seed[i] | Salt | i+ 2t→ 1).

It is possible to extract the secret information Seed[i] from
cmt1[i] for all parameter sets, since the necessary conditions
described in Section IV are fulfilled.

Key recovery: If chall2[i] = 0, the signature contains
(y[i], v̄[i]) and cmt1[i]. We assume that the attacker can
extract Seed[i] from the faulty cmt1[i]. This trivially allows
key recovery by deriving ē

↔
[i] from Seed[i] and computing

gv̄[i]+ē
→[i]

= gē = e.

Since chall2 is a uniformly and randomly selected weight
w binary vector of length t, we have chall2[i] = 0 with
probability (t → w)/t. Assuming that the fault injection
succeeds in each signing attempt and that the attacker must
pick a single i to inject the fault into without knowing chall2,
this yields an expected number of attempts of 2–18 for all
CROSS parameter sets.
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LESS Code based signature

MPC-in-the-Head

PERK

RYDE

MIRATH

MAYO Multivariate

MPC-in-the-Head

MPC-in-the-Head

CROSS Code based signature
GGM tree:

state = XOF.INIT( T [parent] | salt | parent)
T [left], T [right] = XOF(state)ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)

commitments (AVCs), which provide an efficient way of
committing to a set of random vectors such that all-but-one
of them can be efficiently revealed using GGM trees. In
practice, the schemes employ a batched AVC that combines
several AVCs across multiple parallel rounds of the protocol
into a single GGM tree, which further reduces the communi-
cation cost for revealing all-but-one vectors in each round.
To ensure the soundness of the proof, it is important that
the prover commits to all vectors in the AVC as part of the
signature generation and that the verifier is able to check this
commitment. The signature therefore contains both a hash
of all vectors and the hash of the vector that is not revealed,
allowing the verifier to recompute and compare the hash
of all vectors using the revealed vectors and the revealed
hash. By applying our attacks to the computation of the
commitments, it is possible to cause the revealed hash to
allow recovering the corresponding vector, thereby violating
the all-but-one security assumption and enabling recovery
of the secret key. This requires the attacker to guess which
vector will not be revealed, and the attacks therefore require
several repetitions to succeed in practice.

1) PERK: PERK is a VOLEitH-based signature scheme
whose security relies on the assumed hardness of the Per-
muted Kernel Problem [24]. We focus on the variant with
SHA-3-based commitments.

Attack point: We apply the Offset-Read Attack or
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = SHA3-ω(salt | index | seede,i | dom).

As shown in Table II, for PERK-3 (Offset-Read At-
tack) and PERK-5 (Known-Prefix Attack), it is possible to
extract (most of) the secret information seede,i from the
commitment. For PERK-5, an enumeration of 5 bytes (with
complexity 2

40) is required to recover the entire value.
Key recovery: If the vector corresponding to the at-

tacked commitment is not revealed (i.e., if i = i→[e] for a
round e), then the signature contains all other seeds seede,j
with j →= i, as well as commitment come,i. The attacker
can extract seede,i from the faulty commitment, and, by
combining all seeds, recompute the random value ue. Using
the correction value ce = u0 ↑ ue, as well as the masked
witness t = w↑u0, which are both included in the signature,
the attacker can recover the secret witness w as

w = t↑ ce ↑ ue.

If the attacker recovers u0 directly (by faulting the first
round), the correction value is not necessary. The witness w
is an equivalent key for the scheme and can be used to create
signature forgeries. The hidden vector is chosen randomly
among the Ne vectors for each round e, thus the probability
that i = i→[e] can be computed as 1/Ne. Assuming that
the fault injection succeeds in each signing attempt and that
the attacker must pick an index i in a single round without

knowing i→[e], this yields an expected number of attempts
of 27–211 for the PERK-3 and PERK-5 parameter sets.

2) RYDE: RYDE is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Rank
Syndrome Decoding problem [25]. The attack closely re-
sembles that on PERK, though the underlying key recovery
differs slightly. We focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

com[e][i] = SHA3-ω(0x03 | salt | i | seede,i ).

As shown in Table II, for RYDE-3 (Offset-Read At-
tack) and RYDE-5 (Known-Prefix Attack), it is possible
to extract (most of) the secret information seede,i from
the commitment. For RYDE-5, an enumeration of 3 bytes
(with complexity 2

24) is required to recover the entire value.
Note that the current specification appears to incorrectly
state the encoding of index i to be eight bytes, while the
implementation and our analysis uses four bytes.

Key recovery: As in the attack on PERK, the key
recovery requires i = i→[e] in order for the signature to
reveal all seeds seede,j for j →= i and com[e][i]. The attacker
can extract seede,i and recompute accumulated shares s↑

acc

and C ↑
acc

using all vectors. This allows recovering the full
secret key as s↑ = auxs→ [e]+ s↑

acc
and C ↑

= auxC→ [e]+C ↑
acc

.
As before, the probability for i = i→[e] can be computed as
1/Ne, yielding an expected number of attempts of 25–211.

3) Mirath: Mirath is a TCitH-based signature scheme
whose security relies on the assumed hardness of the Min-
Rank problem [26]. The attack is almost identical to that
on RYDE. We again focus on the variant with SHA-3-based
commitments.

Attack point: We apply the Offset-Read Attack and
Known-Prefix Attack to the computation of the commit-
ments in the AVC:

come,i = Hash3(salt | bin32(idx) | seede,i ).

As shown in Table II, for Mirath-3 (Offset-Read Attack)
and Mirath-5 (Known-Prefix Attack), it is possible to extract
most of the secret information seede,i from the commitment.
For Mirath-3, an additional enumeration of 2 bytes (with
complexity 2

16) is required and for Mirath-5, an additional
enumeration of 3 bytes (with complexity 2

24) is required to
recover the full value.

Key recovery: The key recovery is identical to that of
RYDE. Following the same argument, the expected number
of attempts is 2

8–211 for both parameter sets.

C. MAYO
Finally, we present an attack on MAYO, a multivariate

scheme relying on the assumed hardness of solving systems
of multivariate quadratic equations [27]. Unlike the previous

computation of the salt:

salt = SHAKE256(Mdigest | R | seedsk ).

As shown in Table II, it is possible to extract the secret

computation of cmt1[i]:

cmt1[i] = Hash( Seed[i] | Salt | i+ 2t→ 1).

It is possible to extract the secret information Seed[
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Countermeasures

1. Double Hashing/Computation
• Pre-hash secret inputs
• Perform critical computations twice and verify output
• How much overhead is allowed?

2. Code Structure
• Inlining eliminates call and return branches
• Move secret data outside the output/offset range

3. Hardware/Compiler Defense
• Control Flow Integrity

• Validate execution paths to detect skipped instructions
• Hardware fault detectors

Mona Sobhani - Breaking the One-Way Property of a SHA-3 Implementation via Fault Injection
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Conclusion

• Demonstrated on PQM4 implementation
• Single instruction-skip
• Breaks the one-way property
• Applicable to other sponge 

constructions like Ascon-XOF [Nat25a]
• Offset-Read & Known-Prefix Attack

• Read output from offset
• Recovery even for large inputs

• Applicability
• 6 different NIST Round-2 candidates



25

Conclusion

 Test one attack across different algorithms, 
to find vulnerabilities in implementations that 
apply widely.

→

• Demonstrated on PQM4 implementation
• Single instruction-skip
• Breaks the one-way property
• Applicable to other sponge 

constructions like Ascon-XOF [Nat25a]
• Offset-Read & Known-Prefix Attack

• Read output from offset
• Recovery even for large inputs

• Applicability
• 6 different NIST Round-2 candidates
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